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1 Problem statement

The experiments described in this report address the problem of Quality of Service (QoS) support in IP networks. Experiments focus on the Differentiated Services (diffserv) QoS architecture specified in RFC 2475.

The Diffserv architecture is based on the idea of classifying IP flows into aggregates and differentiating the service given to the aggregates rather than to flows individually. The treatment of aggregates is defined by Per-Hop Behaviors (PHB) which give the conditions that packet handling mechanisms must meet for certain classes of traffic. 

Packets are classified by access routers or hosts, as belonging to one of a set of behavior aggregates (BA) and this is indicated by a specific value of the DSCP (DiffServ Code Point) in the IP packet header as specified in RFC 2474. In the core PHBs operate on behavior aggregates. 

The activities carried out by the TF-TANT task force and described in this report are divided in two broad categories:

1. Group 1: tests for the performance analysis applied to different queuing algorithms, namely Weighted Fair Queuing (WFQ) and Priority Queuing (PQ) for the support of delay and jitter-sensitive traffic;

2. Group 2: tests of WRED (Weighted Random Early Detection), a selective packet discard mechanism which allows relative traffic differentiation within a given queue. WRED can be deployed for the support of the Assured Forwarding (AF) PHB Groups defined in RFC 2597.

The metrics used for the analysis are: one-way delay, instantaneous packet delay variation, packet loss percentage and burst size for tests in Group 1; per-class aggregate throughput for WRED testing in Group 2.

Scheduling is a fundamental QoS component for traffic differentiation in packet-handling devices.

According to the WFQ algorithm (6,7( packets are scheduled in increasing order of forwarding time, which is an attribute computed for each packet upon arrival. It is a function of both the packet size and the weight of the queue the datagram belongs to. On the other hand, with PQ (8,9( every time the ongoing transmission is over, the priority is checked: The priority queue is selected for transmission if it contains one or more packets while the transmission control is released only when/if the priority queue is empty. While WFQ provides a fair distribution of link capacity among queues, PQ is starvation-prone.

Given the difference of the two algorithms, their performance is compared under different traffic scenarios to identify the most suitable approach for the provisioning of delay, jitter and packet loss guarantees. The goal is to identify configuration guidelines for the support of the Expedited Forwarding (EF) per-hop behaviour (PHB) for the support of services.

WRED is an additional traffic differentiation mechanism for packets belonging to a given queue. As usual the packet class needs to be identified by the label carried in the IP header (either the diffserv code-point – DSCP – or the IP precedence). WRED can be deployed for the implementation of the AF PHB Group (2(, since differentiation does not require the distribution of packets among different queues so that packet reordering within a given AF group is avoided. 

Different WRED configurations are studied to verify their impact on the TCP performance
.

2 Objectives of the experiment

The goals of the tests here reported are many-fold:

1. The definition of implementation guidelines of the EF PHB for the support of delay and jitter-sensitive traffic;

2. The detailed analysis of some scheduling algorithms in different traffic and network scenarios;

3. The study of the influence of traffic aggregation on the end-to-end performance of a single reference flow;

4. The tuning of WRED configuration for the optimisation of TCP performance and for an effective flow isolation within a single traffic class.

The queuing analysis aims at the development of services addressing the needs of applications which are one-way delay and jitter-sensitive such as real time applications for remote hardware control, interactive applications, audio and video streaming etc. On the other hand, the WRED mechanism is suitable for the implementation of services based on relative degrees of guarantees, a type of data treatment which is particularly suitable for data applications which are packet-loss, delay and jitter-tolerant. 

3 Outline solution

The service implementation is based on the following functions:

1. Classification and marking: multi-field classification is applied to traffic in the input direction at the ingress router. In our experiments it is performed according to the content of the source and destination IP address fields and to the transport protocol in use. 

UDP is deployed both for Best-Effort (BE) and EF traffic. UDP simplifies the performance analysis related to the reference stream, since with UDP both the stream output rate and the datagram size can be easily controlled through explicit configuration. Setting of the output rate is particularly important to keep the output interface under congestion
.

2. Policing: with WFQ EF traffic is subject to policing in the ingress router to make sure that the departure rate configured is greater than the arrival rate and the queuing delay introduced by the queuing system is minimized. On the other hand, with PQ policing ensures that only a limited fraction of traffic is injected into the priority queue so that starvation at the egress interface is prevented.

3. Scheduling: it is deployed to guarantee separation between traffic classes, i.e. between EF and BE in our test scenarios. The adoption of a scheduler is recommended at each egress interface that represents a potential bottleneck in the network.

4. WRED: The length of the queue is constantly monitored to avoid congestion by selectively discarding packets according to the precedence or DSCP in the header. A set of parameters defining the drop behaviour of the class is associated to each precedence or DSCP. WRED is enabled for a given queue by configuring different discard thresholds and drop probabilities for e given set of precedence values. 

Performance is estimated by injecting an EF stream, the reference stream, to which measurement is applied. Specialised hardware, the SmartBits 200 by Netcom Systems, is deployed: it supports packet time stamping in hardware for an accurate delay and jitter estimation.

3.1 Resources

3.1.1 Loan

As already reported in (12( two different equipment loans and one donation were made available to several test sites: 

· CISCO loan: 1 router C7200, 2 routers C7500, 1 ATM switch LightStream 1010

Hardware distributed to: GRNET, INFN and RedIRIS

· IBM donation: 5 IBM 2216, 5 IBM 2212. 

Hardware distributed to: CERN, GRNET, INFN, Uni. of Stuttgart and Uni. of Utrecht

· Netcom Systems: 3 SmartBits 200 with GPS kit (GPS antenna and GPS rx). 

Hardware distributed to: INFN, Uni. of Twente and Uni. of Utrecht

3.1.2 Hardware available on site

In each test site dedicated test equipment was made available as listed below
:

· Test workstations 

Platforms: HP, Linux, Sun Solaris. Workstations with several types of network interface were available: ATM, Ethernet, Fast Ethernet and Giga Ethernet.

· Traffic generators

1 SmartBits equipped with 2 10/100 Ethernet interfaces (for traffic generation) and 1 ctrl Ethernet interface (for the configuration of the apparatus), 1 GPS receiver and 1 GPS antenna.

The SmartBits are configured through the Windows application called SmartWindow (version 6.53.18).

· ATM and LAN switches
1 ATM switch per site

· 1 Cabletron Smart Switch Router (INFN, Uni. of Utrecht)

· Routers deployed in the testbed

One router CISCO 7200 per test site: IOS 12.0(6.5)T7 – Maintenance Interim Software -. Other router platforms being part of the network are: Cisco 7500, IBM 2216 and 2212 and FreeBDS routers (at IRISA).

3.2 Test partners

Sites directly involved in testing activities during Phase 2 are: CERN (CH), DANTE (UK), GRnet (GR), CSELT (IT), IAT (IT), INFN-CNAF (IT), RedIRIS (SP), SWITCH (CH), Uni. of Bologna (IT), Uni. of Stuttgart (DE), Uni. of Twente (NL), Uni. of Utrecht (NL).

The complete experimental layout including additional test sites is illustrated in Fig. 1.

4 Description of the experiments

Technical set-up

The diffserv test-bed interconnects 14 test sites as illustrated in Fig. 1. As in Phase 1, the wide area network is partially meshed and is based on CBR ATM VPs at 2 Mbps (ATM overhead included). On each VP one PVC at full bandwidth is configured. The PVC is deployed as a point-to-point connection between two remote diffserv capable routers. 
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Fig.1: experimental diffserv wide area network

QoS metrics

In order to begin characterizing EF behaviour in router implementations, we focused on two key QoS metrics: One-way packet delay and instantaneous packet delay variation. These are the key parameters for applications that have stringent QoS demands. In order to have reproducible and consistent measurements, we adopt the definitions for these quantities that were developed in the IPPM working group of the IETF [13].

Key to the IPPM definitions is the notion of wire time. This notion assumes that the measurement device has an observation post on the IP link: The packet arrives at a particular wire time when the first bit appears at the observation point, and the packet departs from the link at a particular wire time when the last bit of the packet has passed the observation point. 

One-way Delay is defined formally in RFC 2679. This metric is measured from the wire time of the packet arriving on the link observed by the sender to the wire time of the last bit of the packet observed by the receiver. The difference of these two values is the one-way delay. 

Instantaneous Packet Delay Variation (IPDV) is formally defined by the IPPM working group Draft [15]. It is based on one-way delay measurements and it is defined for (consecutive) pairs of packets. A singleton IPDV measurement requires two packets. If we let Di be the one-way delay of the ith packet, then the IPDV of the packet pair is defined as Di – Di-1. 

According to common usage, IPDV-jitter is computed according to the following formula:

IPDV-jitter  = | IPDV |









(1)

In our tests we assume that the drift of the sender clock and receiver clock is negligible given the time scales of the tests discussed in this article. In the following we will refer to IPDV-jitter simply with ipdv.

It is important to note that while one-way-delay requires clocks to be synchronized or at least the offset and drift to be known so that the times can be corrected, the computation of IPDV cancels the offset since it is the difference of two time intervals. If the clocks do not drift significantly in the time between the two time interval measurements, no correction is needed.

Maximum Burstiness: we define maximum burstiness the maximum number of packets instantaneously stored in a queue. Maximum burstiness can be expressed in packets or bytes. 

Packet-loss Percentage: the percentage of packets lost during the whole duration of a stream.

Methodology

In this section we describe the measurement methodology deployed for the tests described in the following sections.

Specialized equipment for traffic generation - the SmartBits 200 by Netcom Systems (firmware v.6.50) - was deployed as single measurement point supporting packet time stamping in hardware and providing a precision of 100 nsec. It was equipped with two ML-7710 10/100 Ethernet interfaces so that Expedited Forwarding traffic could be originated from a given network card and received by the second one. In this way precise one-way delay measures can be gathered, since they are not affected by clock synchronization errors. This is the EF measurement approach adopted for all the experiments presented in this paper. 

One-way delay computation is derived from cut-through latency measures collected through the application SmartWindow (v. 6.53) according to RFC 1242 [16]: it can be computed from cut-through latency by adding the transmission time of the packet, which is constant for a given packet size, as explained in Fig. 2.
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In order to analyze the time interaction between best-effort and expedited forwarding traffic even in the presence of nodal congestion, constant bit rate UDP unidirectional streams were generated through the application called mgen 3.1 [17].  While EF traffic occupies a relatively small portion of line capacity, best-effort streams were needed to add background traffic.

Fig. 2: relationship between cut-through latency and one-way delay.

The maximum burstiness is evaluated according to the following methodology. For a given test session in each router on the data path the occurrence of tail drop in the EF queue is monitored. The length Q of the priority queue is progressively increased until no packet loss is observed. The maximum burstiness is assumed to be equal to Q if during a time interval of the order of magnitude of a test session the following conditions apply: when the queue size is Q-1 tail drop occurs, while
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for a queue size Q no packet loss
 is observed.
In our tests the burst size in bytes can be easily derived from the equivalent metric expressed in packets as for each test the EF packet size is constant and known. Measurement is applied to a single stream, which is called the reference stream.

WRED performance is estimated by computing the overall performance of a class, i.e. the aggregate throughput of streams belonging to that class. Since WRED experiments are based on TCP traffic, the aggregate throughput offers an indirect estimation of the packet-loss per class.
Planned timetable and work items

A test extension is proposed in order to complete the test programme, in particular to develop the following work items:

10. Comparison of Priority Queuing and WFQ performance for WFQ systems with 3 or more queues;

11. Validation of the EF implementation in the wide area through the deployment of real delay and jitter-sensitive applications;

12. WRED configuration and tuning for the support of different AF-based services;

13. Analysis and test of several colour markers when applied to AF;

14. Performance analysis of classification, marking, policing and scheduling when applied at full line rate (Fast Ethernet and OC-3c);

15. Interoperability testing;

16. Configuration and analysis of different approached for service validation and monitoring;

17. QoS support in the MPLS architecture;

18. QoS policy control applied to a intra- and inter-domain diffserv network set-up.
10 Results of the experiments

Results

Paragraph 5.1.1 analyses the impact of a FIFO transmission queue when coupled with a WFQ- or PQ-based queuing system. The performance of WFQ and PQ is addressed in paragraphs from 5.1.2 to 5.1.4: PQ and WFQ are tested in different traffic scenarios to identify the most suitable queuing approach for the provisioning of delay, jitter and packet loss guarantees. In what follows we use the acronym EF to refer to delay and jitter-sensitive traffic that is subject to preferential treatment in our experiments and to which measurement is applied.

The end-to-end performance is analysed in two different scenarios:

3. single-hop connections: base-line testing is performed so that QoS features are enabled just in the ingress router;

4. multi-hop connections: multiple congestion and aggregation points are introduced in the network to analyse the performance of a single micro-flow within a behaviour aggregate when packets are repeatedly subject to scheduling in the network.

The problem of the departure rate configuration is developed in Paragraph 5.1.3, while in Paragraph 5.1.4 we analyse the PQ algorithm performance as a function of the background traffic.

In Paragraph 5.1.5 we focus on the problem of end-to-end performance in presence of aggregation in the wide are and in Paragraphs 5.1.6 the performance of WFQ and PQ are compared.

Finally, in Paragraph 5.1.7 we summarize the main achievement of WRED experiments.

For more detailed survey of the above-mentioned tests, refer to (26, 27(.

10.I.1 Transmission queue

Often, in the design of real systems, additional stages of buffering are required after scheduling decisions are made as illustrated in Fig. 3. A typical instance of this might be where scheduling decisions are made on a card or board that is separated from the line adapter by a bus or switching fabric. There may, of course, be other designs that cause an extra buffering stage to be added. 

In what follows, we will call this extra buffering stage the transmission queue (TX queue) and note that it generally has a simple FIFO queuing discipline. How large this queue is, and how it is handled can have a large effect on the performance on EF traffic, as we show in what follows. 

If a given egress interface is congested, i.e. the input rate exceeds the line rate, the TX queue is permanently full. Let’s consider two BAs (EF and a BE), such that the EF volume is a minor percentage of the line capacity. Under such assumption whatever EF scheduling algorithm is adopted, when a EF packet is serviced the TX queue is full as it is congested by background traffic: The contribution to EF one-way delay is equal to the time needed to empty the TX queue, thus it is a function of the average background packet size and of the TX queue size itself. For long transmission queues the scheduling system converges a simple FIFO queue and the effect of traffic differentiation gets lost. 

One-way delay is a linear function of the TX queue. As a consequence its size has to be limited to a multiple of a few MTU-size packets through explicit configuration where possible. In the following tests the TX queue was set to 5 memory units of 512 bytes each (2560 bytes in total). For a more detailed analysis of the contribution of the TX queue to one-way delay refer to [18].
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Fig. 3: architecture of the queuing system under analysis

10.I.2 Weighed Fair Queuing service rate

In this test scenario EF and BE traffic crossed a metropolitan area network as illustrated in Fig. 4. Classification, marking, policing and scheduling are tested on the CISCO 7200 in site 1. An ATM VC connection at 2 Mbps links the source to the destination. QoS features are enabled only on the first router on the data path. Both EF and BE traffic are generated by UDP constant bit rate sources. BE background packets are issued by test workstations to congest the egress ATM connection of the first router C7200. The two remaining routers C7200 are non-congested FIFO devices introducing a constant transmission delay that is only a function of the EF packet size.
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Fig. 4: metropolitan test layout for PQ and WFQ performance testing

Given an EF queue serviced according to the WFQ policy and the estimation of the input EF traffic volume, the correct configuration of the EF queue service rate is important for timely delivery of EF packets. The ratio between the arrival and departure rate is important for the minimization of the queuing time introduced by the EF queue, as stated in RFC 2598. If the weight of the queue is inversely proportional to the service rate assigned to it, then the service time of a given packet p is computed according to the formula:

service_time(p) = time_now + length(p) * weight






(2)

As expected, the configuration of a large EF queue service rate contributes to a more timely delivery. Simulation studies reported in RFC 2598 show that the over-estimation of the service rate reduces nodal delay and jitter. Our tests confirm the simulation results. In this paragraph we address the tuning of the EF queue service rate.

Given the EF queue service rate Sr (expressed as a percentage of the line rate), the link rate lr and the EF arrival rate Ar, RFC 2598 defines parameter Service-To-Arrival-Ratio (STAR) as:

Sr * lr = Ar * STAR










(3)

We analysed the impact of the STAR parameter on one-way delay and IPDV for different EF packet sizes. TABLE I summarizes the parameters of the experiment.

TABLE I: test parameters for the analysis of the WFQ service rate

	EF traffic
	BE traffic
	Scheduling
	TX queue

Size

(Particles)

	Load

(Kbps)
	Frame Size (bytes)
	Protocol
	Service rate

(Kbps)
	Load

(Kbps)
	Frame size (bytes)
	Protocol
	Type
	EF queue size 

(packet)
	

	300
	Variable
	UDP
	Variable
	2000
	1000
	UDP
	WFQ
	10
	5


In this test STAR varies in the range [1-5]. 

As a comment, it is important to note that STAR is simply the inverse of (, the ratio of the arrival rate to the service rate of an arbitrary single-server queuing system. In this case, we view the WFQ class proportion of the line capacity as the service rate. For stability, ( may not be greater than (or equal to) 1, which means that STAR should be greater than 1. 

The TX queue is 5 particles (2 BE packets) to minimise delay, according to the results from the previous paragraph.
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Fig. 5: relationship between EF service rate and average one-way vs EF packet sizes.

Over-provisioning of the service rate can significantly reduce one-way delay, in particular for large average EF packet sizes: In our test the gain of over-provisioning with EF frame sizes of 1500 bytes is up to 25 msec. For smaller EF packets the gain decreases since with WFQ the packet service time is directly proportional to the datagram length and in this case WFQ asymptotically converges to a priority queuing system.

As Fig. 5 shows, STAR values greater than or equal to 4 do not bring any additional improvement, since for an over-provisioning degree equal to 4 the EF queue is already empty and WFQ is equivalent to a priority queuing policy, according to which PQ packets have higher precedence than any other packet in the queuing system.

Increasing the EF service rate does not reduce IPDV: For any STAR value IPDV oscillates in the same range, whose upper bound corresponds to the transmission time of a best-effort packet or to a integer multiple of it.

10.I.3 Priority Queuing

In this section we focus on one-way delay with Priority Queuing. We see how its performance can be affected by the BE traffic profile, in particular by the packet size. For a given BE profile we derive the inverse delay probability function, so that the probability that delay is larger than a given values can be determined. The probabilistic estimation of the end-to-end delay can be useful at the application layer for playback buffer dimensioning.

The test characteristics are summarized in TABLE II. In order to reduce the complexity of our analysis only two BAs run in parallel: a best-effort BA composed of multiple best-effort streams, each issuing data at constant rate, and a single constant bit rate EF flow, serviced by the priority queue.

TABLE II: test parameters for PQ one-way delay measurement in presence of different background traffic profiles

	EF traffic
	BE traffic

	Load (Kbps)
	Frame Size (bytes)
	Prot
	Load (Kbps)
	Frame size distribution
	Prot

	300
	128, 1024
	UDP
	> 2000
	Deterministic, Geometric, Real
	UDP


BE traffic profile

While in an ideal scenario priority traffic should not be affected by the profile of other classes, in practice end-to-end delay depends on the size of packets belonging to other classes for the following two reasons. Firstly, in each buffering stage at each congestion point on the data path the scheduling system (WFQ and PQ) introduces some waiting time due to the ongoing transmission of a packet from another queue. Secondly, the TX queues – if present – store packets coming from different queues.

Deterministic distribution

The BE packet size (sizeBE)
 varies from test to test in the range [100, 1450] bytes. The analysis was repeated for two EF packet sizes (sizeEF): 128 and 1024 bytes.

One-way delay is proportional to sizeBE for any sizeEF (Fig. 6 (a)). For a given sizeEF both the queuing time due to the TX queue and the queuing delay introduced by the priority queue depend on the average value of sizeBE for the following two reasons. Firstly, the queue space is often allocated in data units of fixed length. This implies that the instantaneous amount of data stored in the TX queue – and consequently the time to empty that queue – varies with the average background packet size. Secondly, the average time spent in the priority queue (waiting for the completion of the current transmission) is a linear function of the average sizeBE. As Figure 6(a) shows, for a given sizeEF the difference in one-way delay for 100 byte and 1450 byte BE packets is approximately 13.1 msec.

The average IPDV is both a function of the EF and BE packet size (Fig. 6 (b)). For a given sizeEF it is linearly proportional to ½ sizeBE, since the queuing delay introduced by the priority queue oscillates between the transmission time of the whole BE packet – when the EF packet is stored in the queue at the very beginning of the current transmission – to 0 – when the packet is immediately selected for transmission -.

Given a fixed sizeBE, IPDV decreases with sizeEF. If the EF load is constant as in this test, by reducing sizeEF the EF packet rate increases. As a result, depending on the EF rate the probability that the priority queue builds up and that the TX queue contains a variable mixture of EF and background traffic increases. The increase in average IPDV is a consequence of this factor.
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Fig. 6: impact of BE packet size on EF one-way delay (a) and IPDV (b) with PQ

Geometric distribution

Not only the average delay varies with the background traffic profile: also the frequency distribution changes considerably. Fig. 7 plots three distribution curves when the background packet size is set according to a geometric distribution, each curve corresponding to a mean value of the geometric distribution: 128, 512 and 1024 bytes. When the mean value increases the distribution range increases and delay values are more scattered around the average. For a more comprehensive study of the relationship between background traffic and priority traffic refer to [19].
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Fig. 7: one-way delay frequency distribution with BE packet size 

geometrically distributed in three different cases: with mean equal to 128, 512 and 1024 bytes.

10.I.4 Comparison of WFQ and PQ

Given the network layout of Fig. 5, Table III summarises the parameters deployed in this of experiment.

TABLE III: test parameters for the comparison of EF and BE traffic

	EF traffic (UDP)
	BE traffic (UDP)
	Scheduling
	TX queue

Size

(particles)

	Load

(Kbps)
	Frame Size

(bytes)

	Load

(Kbps)
	Frame size

(bytes)
	Num

streams
	Type
	EF queue

size (pack)
	Departure rate

– WFQ – ( Kbps)
	5

	300
	Variable: (64, 1518(
	> 2000
	variable
	4
	PQ and WFQ
	10
	300
	


Average one-way delay

Priority Queuing performs better than WFQ in terms of one-way delay and its deployment is recommended for the treatment of delay-sensitive traffic. The gain with PQ increases with the packet size: With 64 byte frames
 performance in the two cases is almost equivalent, while the difference becomes relevant for MTU-size packets, as illustrated in Fig. 8: in this test scenario for 1500 byte packets one-way delay with WFQ is approximately double.

[image: image22.png]One-way delay (micresec)

60000

s0000

40000

30000

20000

10000

Average Dne-way Delay s EF packst size with WFG nd PG
00 Kbps. EF queue size=10 pack, tx queues part uth mukiple BE streams)

v
256 _ " /./'

EF frame size (bytes)

00 _m—EF with P BW

—¢ —EF wthw Fa BW





Fig. 8: comparison of average one-way delay with WFQ and PQ

for different EF frame packet sizes

The equivalence of PQ and WFQ with small EF frame sizes is explained by the fact that the forwarding time is linearly proportional to the packet size under consideration: short packets experience a smaller queuing delay
. 

With PQ queuing delay is mainly introduced by the ongoing transmission of a lower-priority packet, which needs to be terminated before an EF packet is scheduled for transmission. This delay component varies in the range [0, tx_time] where tx_time is the transmission time of a lower-priority MTU-size packet. On the other hand, with WFQ an additional delay source has to be taken into account: the time needed to wait until all the packets with smaller forwarding time in the queuing system are scheduled for transmission.

One-way delay distribution

The performance of PQ depends on the EF frame size itself, as illustrated in Fig. 9(a) and (b), which compare one-way frequency distributions with PQ and WFQ for 128 byte and 1518 byte frames. For each experiment we call delay unit the minimum one-way delay experienced either by PQ or WFQ and we adopt it as one-way delay unit. In this test it corresponds to approximately 11 msec. 

With 1518 byte frames PQ delay samples are concentrated in a relatively small interval, while with PQ delay varies greatly. This can be explained by the fact that in PQ when a small EF packet arrives, delay can be extremely different depending on the status of the current transmission: If PQ is under service then the only queuing time experienced is the time needed to wait until the EF packets ahead in the queue are transmitted. This time is relatively small since in this case EF packets are short and as a consequence do not experience the queuing delay introduced by a BE packet.

On the other hand, if a different queue is under transmission, the waiting time has two components: the time needed to finish the current non-EF transmission and the time needed to service the EF packets ahead in the PQ queue. If EF packets of MTU size are sent, the inter-packet gap is larger than with 128 byte EF frames
. Depending on the EF inter arrival time, it can happen that an EF packet always has to wait for the end of the ongoing BE transmission and never arrives when the PQ queue is under service. In this case the PQ queuing delay is always much higher than with shorter EF packets.
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Fig. 9: one-way delay frequency distribution of WFQ and PQ 

for 128 byte (a) and 1518 byte  (b) EF frames  

Instantaneous pack delay variation

While one-way delay performance of PQ and WFQ is very different in a given range of packet sizes, the two schedulers have almost the same IPDV performance in terms of both average (Fig. 10) and frequency distribution (Fig. 11) with 128 byte and 1518 byte frames. IPDV is expressed in transmission units, where one transmission unit is the transmission time at line rate of the reference EF packet. The comparison of the two algorithms with more than 2 queues is subject of future study.
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Fig. 10: IPDV sample mean of PQ and WFQ for different EF frame sizes 
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Fig. 11: IPDV frequency distributions of WFQ and PQ (EF frame size = 128 bytes)

10.I.5 PQ under traffic congestion and aggregation (multi-hop scenario)

Aggregation is one of the fundamental properties which characterize the differentiated services architecture and we want to estimate its impact to verify in which cases and to which extent the differentiated services can provide effective end-to-end services as opposed to the integrated services, which can provide per-flow performance guarantees through signaling.

In this experiment multiple EF streams are concurrently injected into the network, so that the end-to-end performance of the reference stream can be evaluated in presence of aggregation. In this case multiple packets of the same class can arrive nearly at the same time from different input interfaces and need to be directed to the same output interface. In this case depending on the speed of the input and output interfaces, the priority queue size can instantaneously hold two or more packets, as indicated in Fig. 12. If this occurs, then packet clustering can be observed: Priority queuing transforms a set of well-shaped input CBR streams into a bursty aggregated flow, bursts propagate on the data path to the destination and they increase the probability of packet clustering in the nodes downstream.
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Fig. 12: burstiness with traffic aggregation

Burstiness produced by packet clustering should be avoided since it produces instantaneous non-empty queues – and consequently additional queuing delay – and can cause packet loss if the corresponding queue size is not appropriately set. In what follows we analyse the relationship between burstiness and parameters such as the number of EF streams, the EF load and the EF packet size. 

In several network scenarios the instantaneous EF arrival rate can be larger than the maximum departure rate. An example is when the sum of the line rates corresponding to the interfaces from which EF traffic can be received exceeds the line rate of at least one output interface to which EF traffic is sent. This could occur for example when an ingress diffserv node collects EF traffic from multiple high-speed LAN interfaces or when in a egress diffserv node a high speed interface injects multiple EF streams to one or more lower-speed interfaces. As illustrated in Fig. 13, in our test scenario at each aggregation point (four in total) local area interfaces at 10 or 100 Mbps inject a small amount of EF traffic. EF data is then sent to the output interface, an ATM connection at 2 Mbps. EF load varies from test to test in the range (10-50( % of the ATM line rate.
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Fig. 13: EF aggregation in a wide area network set-up

Burstiness and EF load

In this test we vary the EF load, i.e. the overall EF rate injected in the network. The EF load varies in the range  [10-50]% of the line rate (see TABLE IV).

TABLE IV: test parameters for (Burstiness and EF load test)

	EF (UFP)
	BE (UDP)
	Scheduling

type



	Packet size 

(bytes)
	Num of 

streams
	Reference stream 

load (% of line rate)
	Load (Kbps)
	Num of 

streams
	Frame size 
	

	64
	10 per site

(40 in total)
	[10, 50]
	 > 2000
	20
	Real [0,1500]
	PQ


Fig. 14 plots EF burstiness as a function of the EF load. We see that burstiness is approximately a linear function. In this test the maximum burst size can be up to 35 EF packets. 
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Fig. 14: EF burstiness as a function of the EF load

For each EF load we have set the EF queue length so that the whole maximum burst is completely stored in the EF queue and we have analysed the impact of this setting on delay and IPDV. This means that for each point of the curve a different EF queue size is configured. Fig. 15(a) plots the one-way delay distribution of the reference stream for different load values. Delay is expressed in delay units, i.e. 108.14 msec. The increasing EF queue length that is configured in order to avoid packet loss has a small effect on one-way delay: One-way delay slightly decreases as Figure 3 shows. 

In the worst case scenario (burst size equal to 35 packets) the queuing delay introduced by the priority queue is up to 14.84 msec. However, if the presence of long EF bursts is occasional, the effect is not very visible from distributions curves, nevertheless it could have a negative impact on the end-to-end application performance. 

Fig. 15(b) plots the IPDV frequency distribution; IPDV is expressed in transmission units (TX units), i.e. 0.424 msec in this test. The graphs show that in presence of increasing EF load values, i.e. of increasing EF burstiness and consequently of longer EF queues, the IPDV distribution gets slightly more spread around the average and the maximum IPDV observed increases as well.

A possible interpretation of the fact that for larger load values packets tend to cluster into longer bursts could be the following. Best-effort packets are transmitted only when the priority queue is empty. This implies that the longer the burst, the greater the number of packets which are transmitted at the same time by the priority queue without being interleaved by BE packets. This also implies that for a greater number of EF packets the delay experienced in a PQ does not considerably differ from the corresponding delay of the previous and subsequent packet in the burst, i.e. IPDV is more constant.
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Fig. 15: one-way delay distribution (a) and IPDV distribution (b) for different burst sizes

Burstiness and number of EF streams

In this test we vary the number of EF streams, while we keep the EF load constant and equal to 640 Kbps (32% of the line rate). The test parameters are summarized in TABLE V.

TABLE V: test parameters for (Burstiness and number of EF streams)

	EF (UFP)
	BE (UDP)
	Scheduling

type



	Packet size 

(bytes)
	Num of 

streams
	Reference stream 

load (% of line rate)
	Load (Kbps)
	Num of 

streams
	Frame size 
	

	64
	[1, 100]
	32
	 > 2000
	20
	Real [0,1500]
	PQ


Burstiness is only moderately influenced by the number of EF streams being part of the class as indicated in Fig. 16: While burstiness greatly increases when the number of streams varies from 1 to 8, from 8 to 100 burstiness reaches a stable point and it oscillates moderately. 

While the effect of the number of streams on delay and IPDV is small, the end-to-end performance of a single stream is largely different from the corresponding performance in case of two or more flows. 
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Fig. 16: EF burstiness as a function of the number of EF streams

Burstiness and EF packet size

In this test we kept the overall rate constant and the number of EF streams is also constant and equal to 40, whilst we varied the payload size of the packet in a typical range used for IP telephony, namely: [40, 80, 120, 240] bytes, as summarised in TABLE VI.

 TABLE VI: test parameters for (Burstiness and EF packet size)

	EF (UFP)
	BE (UDP)
	Scheduling

type



	Packet payload size 

(bytes)
	Num of 

streams
	Reference stream 

load (% of line rate)
	Load (Kbps)
	Num of 

streams
	Frame size 
	

	40, 80, 120, 140
	40
	32
	 > 2000
	20
	Real [0,1500]
	PQ


Burstiness in bytes increases gradually from 1632 - with 40 byte-payload packets – to 1876 bytes – with 240 byte-payload packets . If we look at the same burstiness expressed in packets, we see that it decreases: the reference stream rate is constant, as a consequence if the packet size increases, the packet rate decreases. 

Fig. 17(a) and 17(b) plot the one-way delay and IPDV distribution for different EF packet sizes. In this experiment one delay unit corresponds to 113.89 msec, while the transmission unit TX unit is equal to 0.424 msec.

TABLE VII: average one-way delay and jitter for different EF packet sizes

	EF payload size (byte)
	40
	80
	120
	240

	Avg delay (msec)
	132.629
	134.834
	141.325
	144.715

	Avg IPdV (msec)
	8188
	6608
	4879
	5416



Average one-way delay increases with the EF packet size while the average IPDV decreases (TABLE VII). One-way delay is distributed in a interval which is inversely proportional to the packet size: With small EF packets the one-way delay range can reach lower values, while the maximum does not greatly change from case to case.

We can conclude that in this test the difference in performance is primarily a function of the number of packets sent per second (and of the background packet size) rather than of the EF packet size itself. In fact, given an overall constant rate, the increase in packet size produces a decrease in the number of packets sent per second and the packet-per-second rate has an effect on the TX queue composition. 

For example, for a BE rate of 214 pack/sec and an EF rate of 720 pack/sec (40 byte packets), 1 BE packet is sent only after 3.3 EF packets, while 1 BE packet is sent every 1.1 EF packets if the EF rate is 240 pack/sec (240 byte packets). The resulting composition of the TX queue and the corresponding queuing delay are very different in the two cases (B representing a BE packet, E representing an EF packet)

· EF rate (240 bytes): 240 pack/sec, TX queue = BEBEB  

( queuing time = 1.2 * 2 + 4.6 *3 = 16.2 msec 

· EF rate (40 bytes): 720 pack/sec, c, TX queue = BEEEB

( queuing time = 0.424 * 3 + 4.6 * 2 = 11.747 msec 

The resulting difference in queuing delay (approximately the transmission of time of one background packet) is amplified on the data path in each congested TX queue.

While delay is more limited in case of small EF packets as an effect of the increasing rate of packets per second, IPDV performance improves with large EF packet sizes, as illustrated in Fig. 17 (b)): 
IPDV is distributed in a larger range for smaller packet sizes. This could be explained by the burst length: The presence of longer bursts with PQ reduces IPDV since packets being part of the same burst experience a similar queuing delay and consequently delay variation in a burst is small.
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Fig. 17: one-way delay distribution (a) and IPDV frequency distribution (b) 

in case of burstiness produced for different EF packet-size streams

10.I.6 Comparison of WFQ and PQ in the WAN

The test described in TABLE IV was repeated to compare burstiness with PQ and WFQ. Since according to the previous tests EF load is the primary parameter from which burstiness depends, we chose load as test parameter varying in the range (10, 50(% of the line rate. WFQ performance is measured for two different packet sizes: 40 bytes and 512 bytes since for small EF packet sizes the WFQ behaviour is closer to PQ as seen in test 5.1.4.

As Fig. 18 shows, burstiness with WFQ in presence of fairly large EF packet sizes is almost negligible. As expected, with WFQ the formation of large EF bursts is prevented, since unlike PQ in WFQ EF packets are interleaved by BE packets and an EF burst is not transmitted as-it downstream. Limited burstiness is important in order to reduce the end-to-end burstiness.


With shorter packet sizes (e.g. 40 bytes like in this test), WFQ converges to a PQ algorithm, since with WFQ short packets get a preferential treatment (as already steated, the forwarding time computed by WFQ is proportional to the packet size). 
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Fig. 18: EF burstiness with PQ and WFQ (40 and 512 byte EF packets)

10.I.7 WRED performance

Weighted RED is an extension of Random Early Detect (RED) [20,21], a mechanism that within a given queue provides differentiation to packets carrying different precedence values. 

In WRED at any packet arrival time the Average Queue Size (AQS) is estimated. In addition, for each precedence value a queue length threshold is defined. The threshold is compared to the AQS: If AQS < threshold, then the packet is placed into the queue, otherwise the packet can be either accepted or dropped depending on the Drop Probability associated to the class through configuration. 

In the WRED implementation being tested several parameters can be tuned:

5. Minimum Threshold (min_th): class parameter specifying the minimum queue length (in packets) above which a given packet is evaluated for drop or transmission. If AQS < min_th a given packet is always queued, otherwise the Drop Probability is non-zero and increases linearly with AQS.

6. Maximum Thresh (max_th): class parameter specifying the queue size limit (in packets) such that if AQS > max_th all the packets in the class are discarded. 

7. Max. Drop Probability (Dp): maximum Drop Probability value applied when AQS is equal to max_th. For each class a different drop procability can be configured.

8. Exponential weighting factor (W): W is a system parameter used to compute the AQS. AQS is an exponential weighted moving average of the instantaneous queue size and is computed according to the following formula:     

W’=1/2W,   AQSi=(1-W’) * AQS i-1 + W’* Q_size 





(4)

Parameter W’ varies in the range (0,1( and defines the balance between the instantaneous queue size Q_size and the previously computed average AQS i-1. If W’ is close to 1, then WRED is characterized by a better burst tolerance, on the other hand, if W’ is close to 0 the reaction of WRED to congestion is slower.

Congestion avoidance and precedence-based differentiation are the two main functions of WRED. However, through the setting of max_th RED can also be deployed to set an upper limit to the queuing delay experienced by all packets stored in a given queue: If we want that the maximum delay introduced by a given queue is limited to Dmax, then max_th can be set according to the following formula:

max_th = Dmax * N 

where 
N = L / (MTU_size * 8)




(5)

i.e. N is the number of MTU-size packets that can be sent in 1 sec at line rate L. min_th can be tentatively set by deriving its value from max_th according to the following rule: 

min_th = ½ of max_th.









(6)

Test set-up

A point-to-point ATM CBR connection at 3.5 Mbps was deployed and WRED has been enabled on a router Cisco7500 running IOS 12.0(5)XE3 and mounting a VIP2-50 and ATM Deluxe PA-A3-OC3. 

WFQ is deployed at the egress interface and two queues are configured on the output interface: a best-effort queue for UDP traffic, which was used to congest the line, and a second queue for TCP traffic (see Appendix B). 25% of the reserved bandwidth is allocated to UDP, while the remaining to TCP streams, which were generated by a specialized traffic generator named Chariot. For each class three or more TCP streams are run in parallel, the number varied in the range: (3, 5, 10, 15, 20(. Traffic parameters are summarized in TABLE VIII.

TABLE VIII: WRED test configuration

	TCP
	UDP
	Scheduling (WFQ)

	Number of flows
	prec
	Guaranteed

bandwidth
	RTT

 (msec)
	Guaranteed

bandwidth
	Num

queues
	Frame size 

	Variable: 3, 5, 10, 15, 20
	3, 4, 5
	75%
	8
	 25 %
	2
	Real [0,1500]


TCP traffic is partitioned into three classes, each identified by a precedence value according to the following mapping:

· AF11 ( precedence 5

· AF12 ( precedence 4

· AF13 ( precedence 3

Marking is such that all the packets belonging to the same flow are identified by the same priority
.

Minimum threshold min_th

The effect of min_th on traffic differentiation was studied by varying min_th in the range (3,100(, where min_th is expressed in packets. Even though parameters min_th and max_th are the same for each class, traffic differentiation is achieved through the assignment of a different drop probability to each class as indicated in TABLE IX.

TABLE IX: WRED parameters (min_th)

	Min_th
	Max_th
	Dp  AF11
	Dp  AF12
	Dp  AF13
	Streams per class

	variable
	2 * min_th
	10%
	20%
	 50 %
	 Same number  per class (3)


Experiments confirm that in case of equal traffic load per class performance is inversely proportional to its drop probability: AF11 (Dp= 10%) gets 60% of the bandwidth share, AF12 (Dp = 20%) gets30% while AF13 (Dp = 50%) gets the remaining 10%.

Such a balanced bandwidth distribution is achieved if min_th varies in the range (5, 30( packets. In fact, for very small min_th values, TCP is not able to reach stability since packets are dropped too soon, or, on the other hand, for very large min_th values WRED reacts to congestion too late, so that packet loss in each class cannot be avoided.

Traffic load per class

The relationship between class performance (aggregate throughput) and traffic load per class is investigated in this experiment. We have measured the performance of class AF11 when streams are distributed among the classes according to what described in TABLE X: for each test only one class injects up to 20 streams, while the other two classes constantly inject only 3 streams
.

TABLE X: WRED parameters (traffic load)

	Min_th
	Max_th
	Dp  AF11
	Dp  AF12
	Dp  AF13
	Streams per class (AF11, AF12, AF13)

	15
	30
	10%
	20%
	50 %
	Case 1. (20, 3, 3)

Case 2. (3, 20, 3)

Case 3. (3, 3, 20)


Results show that the AF11 performance varies significantly from test to test: from 60% of capacity share (the bandwidth share achieved in case of equal load per class), AF11 can get up to 90% of the whole aggregate throughput in case 1, 45% in case 2 and only 20% in case 3. In general, we can say that WRED cannot guarantee a fair throughput distribution among the classes if traffic differentiation is only based on the drop probability and load in terms of number of flows is not homogeneously distributed among the classes. Nevertheless, results show that WRED can still provide with some isolation between classes so that the performance of a lightly loaded class is not too penalized by the heavy traffic load in other classes. In a best-effort scenario without WRED in case of unbalanced traffic distribution aggregate TCP throughput is merely proportional to the number of running streams.
5.3 Difficulties encountered

Difficulties were the same as in Phase 1 (see report [12]).
11 Summary of test results

The main achievements of the experiments conducted so far are summarized in the following list:

9. If a given output interface in a diffserv node deploys a transmission queue, then it has to be limited in size through configuration to a few MTU-size packets, since the queuing delay is a linear function of the transmission queue size.

10. If priority traffic is subject to WFQ scheduling, then in order to minimize one-way delay, the departure rate has to be overestimated: Experimental results indicate that a Service-To-Arrival-Ratio (STAR) equal to 3 is the optimal configuration. A further increase of parameter STAR does not bring any additional gain.

11. The one-way delay performance of traffic subject to PQ scheduling depends on the profile of traffic belonging to other classes serviced by the queuing system: In particular, EF one-way delay is a function of the packet size. One-way delay increases linearly with the background packet size and delay is distributed in a range that increases with the background traffic packet size. As a consequence, for a given queuing algorithm a more timely delivery is guaranteed when the average background traffic packet size is small.

12. Priority Queuing guarantees a more timely delivery that WFQ: one-way delay is considerably lower that with WFQ in particular for large packets. One the other hand, the IPDV performance of the two algorithms seems to be equivalent in terms of both average and IPDV frequency distribution. Further analysis work has to be conduced on WFQ when more than 2 queues are configured.

13. If the arrival rate instantaneously exceeds the departure rate, in case of traffic aggregation PQ transforms a set of CBR well-shaped input streams into a bursty output stream. The end-to-end effect on performance introduced by aggregation with up to 100 streams is acceptable.

14. EF classes with limited load, limited aggregation degree and small packet size minimize packet clustering. In particular:

a. Burstiness is a linear function of the class load.

b. The increase in the EF queue size – needed to store traffic bursts – when present, has a minor effect on one-way delay and IPDV. IPDV frequency distribution looks better in presence of bursts, probably because in PQ traffic bursts are never interleaved by packets belonging to other queues and packets within a burst experience similar delay.

c. Burstiness is proportional to the number of EF streams. It increases considerably when the number of streams increases in the range [1, 8], but after that it slowly converges to a stable value.

d. Burstiness slightly increases with the packet size of the streams in the class. In addition, also both one-way delay and IPDV increase.

e. In case of aggregation, a limited EF rate expressed in packets per second in combination with larger packet produces better IPDV, while delay increases as a consequence of the TX queue, whose queuing contribution is proportional to the amount of space effectively allocated to datagrams.

15. Traffic subject to WFQ is less I prone to burstiness than without WFQ, in particular for large packet sizes.

16. With WRED:

· If the minimum and maximum thresholds are the same for each class, then per-class throughput can be derived from the drop probability assigned to each class, since aggregate throughput is inversely proportional to the drop probability.

· Parameter min_th should not be too low (below 3 packets in our scenario) or too large (40 packets or more) to make sure that WRED allows TCP to reach stability by sending full-size windows without experiencing packet loss and that congestion is detected before the queue starts dropping datagrams for each class. The two extremes of the recommended interval depend on the RTT and the line rates for the data path under consideration.

· WRED is not a mechanism for the support of bandwidth guarantees, in fact, in case of classes that are loaded by a very different number of streams, lightly loaded classes can suffer from performance penalty even when associated to high priority. Nevertheless,  WRED can provide more isolation between them then in a simple best-effort non-WRED capable network.

12 Implications for future services

The deployment of Priority Queuing is relevant for the support of delay-sensitive traffic and applications which are packet-loss sensitive, while WFQ is important for the provisioning of bandwidth guarantees to a set of classes, where each class is serviced by a dedicated queue. PQ is the scheduling algorithm recommended for the support of the Virtual Leased Line service (28,29(. The service implementation problem was addressed by the task force and initial guidelines have been specified (30(.

Through the combination of several QoS features like: marking (e.g. CAR or BGP policy propagation on CISCO routers), policing, queuing and WRED, a large set of complex services can be built. The implementation, performance and manageability of a service for the support of bandwidth management on congested intercontinental connection was discussed (25(.
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14 Acronyms

AF

Assured Forwarding

BA

Behaviour Aggregate

BE

Best-Effort

Diffserv
Differentiated Services

DSCP 

Differentiated Services Code-Point

EF

Expedited Forwarding

IPDV

Instantaneous Packet Delay Variation

MTU

Maximum Transfer Unit

PHB

Per-Hop Behaviour

PQ

Priority Queuing

QoS

Quality of Service

TX Queue
Transmission queue

WFQ

Weighted Fair Queuing

WRED
 
Weighted Random Early Discard

Appendix
This appendix provides examples of priority queuing (Appendix A), WFQ (Appendix B) and WRED (Appendix C) for routers CISCO according to the syntax in use in IOS 12.0(6.5)T7.
A
Priority queuing
Scheduler
class-map pre5

  match access-group 105

policy-map pre5-pq

  class pre5

     priority <rate> 

   queue-limit <size>



  class class-default

    bandwidth 700

Classification, marking and policing

interface FastEthernet0/0

 description test LAN

 ip address 192.168.72.1 255.255.255.0 secondary

 no ip directed-broadcast

 rate-limit input access-group 104 640000 100000 100000 conform-action 


set-prec-transmit 5 exceed-action drop

 load-interval 30

 full-duplex

Attachment of the scheduler to an interface (output direction)
interface ATM1/0.8 point-to-point

   description to CERN (diffserv)

   bandwidth 1900

   Ip address 192.168.60.6 255.255.255.252

   no ip directed-broadcast

   pvc 8/8  

      tx-ring-limit 5

      service-policy output pre5-pq

      vbr-nrt 2000 2000 1

      encapsulation aal5mux ip
B 
WFQ

Scheduler
class-map pre7

  match access-group 180

class-map pre6

  match access-group 181

class-map pre5

  match access-group 182

class-map pre4

  match access-group 183

class-map pre3

  match access-group 184

class-map pre2

  match access-group 185

class-map pre1

  match access-group 186

policy-map 8q-wfq

  class pre7

   bandwidth 300

   queue-limit 10

  class pre6

   bandwidth 300

   queue-limit 10

  class pre5

   bandwidth 200

   queue-limit 10

  class pre4

   bandwidth 200

   queue-limit 10

  class pre3

   bandwidth 200

   queue-limit 10

  class pre2

   bandwidth 100

   queue-limit 10

  class pre1

   bandwidth 100

   queue-limit 10

  class class-default

   bandwidth 100

Classification, marking and policing
interface FastEthernet0/0

 description test LAN

 ip address 192.168.72.1 255.255.255.0 secondary

 ip address 192.168.174.1 255.255.255.0 secondary

 ip address 192.168.184.1 255.255.255.0 secondary

 ip address 192.65.183.129 255.255.255.240 secondary

 ip address 192.168.73.1 255.255.255.0

 no ip directed-broadcast

 rate-limit input access-group 190 296000 8000 16000 conform-action 
set-prec-transmit 7 exceed-action drop

 rate-limit input access-group 191 296000 8000 16000 conform-action 
set-prec-transmit 6 exceed-action transmit

 rate-limit input access-group 192 200000 8000 16000 conform-action 
set-prec-transmit 5 exceed-action transmit

 rate-limit input access-group 193 200000 8000 16000 conform-action 
set-prec-transmit 4 exceed-action transmit

 rate-limit input access-group 194 200000 8000 16000 conform-action 
set-prec-transmit 3 exceed-action transmit

 rate-limit input access-group 195 96000 8000 16000 conform-action 
set-prec-transmit 2 exceed-action transmit

 rate-limit input access-group 196 96000 8000 16000 conform-action 
set-prec-transmit 1 exceed-action transmit

 load-interval 30

 full-duplex

access-list 180 permit ip any any precedence network

access-list 181 permit ip any any precedence internet

access-list 182 permit ip any any precedence critical

access-list 183 permit ip any any precedence flash-override

access-list 184 permit ip any any precedence flash

access-list 185 permit ip any any precedence immediate

access-list 186 permit ip any any precedence priority

access-list 190 permit udp host 192.168.174.3 host 192.168.175.3

access-list 191 permit udp any host 192.168.175.2 range 40003 40004

access-list 192 permit udp any host 192.168.175.2 range 40005 40006

access-list 193 permit udp any host 192.168.175.2 range 40007 40008

access-list 194 permit udp any host 192.168.175.2 range 40009 40010

access-list 195 permit udp any host 192.168.175.2 range 40011 40012

access-list 196 permit udp any host 192.168.175.2 range 40013 40014

C
WRED configuration on router C7500

Marking (through a policy)
class-map match-all wred-prec5
   match access-group 192 
class-map match-all wred-prec4 
   match access-group 191 
class-map match-all wred-prec3 
   match access-group 190 
! 
policy-map setprec 
   class wred-prec3 
       set ip precedence 3 
   class wred-prec4 
       set ip precedence 4 
   class wred-prec5 
       set ip precedence 5 
class class-default 
       set ip precedence 0 
Attachment of marking to an interface (input direction)
interface FastEthernet3/1 
   ip address 192.168.70.1 255.255.255.0 
   service-policy input setprec 

WRED and WFQ (egress interface)
ip cef distributed 
! 
class-map match-all prec-only 
   match access-group 180 
! 
policy-map wred-out 
   class prec-only 
       bandwidth 2000 
       random-detect 
       random-detect precedence 3 15 30 2 
       random-detect precedence 4 15 30 5 
       random-detect precedence 5 15 30 10 
  class class-default 
       bandwidth 666 
! 
interface ATM0/0/0.2 point-to-point 
   description VP CSELT <--> INFN-CNAF 
   bandwidth 3560 
   ip address 192.168.77.22 255.255.255.252 
   pvc infn-qos 0/100 
   vbr-nrt 3560 3560 
   encapsulation aal5mux ip 
   service-policy output wred-out 

Classification 

access-list 180 permit ip any any precedence flash 
access-list 180 permit ip any any precedence flash-override 
access-list 180 permit ip any any precedence critical 
! 
access-list 190 permit tcp host 192.168.70.2 range 30000 31000 host 192.168.73.3 
access-list 191 permit tcp host 192.168.70.2 range 40000 41000 host 192.168.73.3 
access-list 192 permit tcp host 192.168.70.2 range 50000 51000 host 192.168.73.3
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� In this report we summarize the preliminary WRED test results: the analysis of WRED is an ongoing activity.


� In the queuing implementation under test by CISCO scheduling is activated if and only if the transmission queue of the interface is under congestion.


� The hardware deployed during the second phase of the diffserv test experiments is the same described in (12(.


� Four different sources generate BE packets at different rates to avoid the effect of synchronization with EF traffic.


� ATM overhead in included.


� With frame size we refer to the size of the Fast Ethernet frame, which includes the IP payload, the IP protocol overhead and the Fast Ethernet overhead.


� In this test the WFQ system is only composed by two queues: the EF queue and the Best-Effort one. The performance of WFQ with a larger number of queues is the subject of future research.


� Since the EF load is constant, by increasing the size of the EF frame we reduce the EF rate, as a consequence the inter-packet gap increases.


� This kind of marking was tested for experimental purposes only. Several packet marking algorithms can be devised depending on the service to be supported and this is subject of future research. For example in each stream packets can be marked with a precedence of DSCP in a range of values depending on the instantaneous rate (RFC 2698) or burst size (RFC 2697).


� In this test RTT is the same for each stream. However, class performance with TCP can be greatly influenced by RTT. The relationship between WRED and RTT is subject of future research.


� Packet loss is relevant to burst measurement when due to tail drop.


� Four different sources generate BE packets at different rates to avoid the effect of synchronization with EF traffic.


� ATM overhead in included.


� With frame size we refer to the size of the Fast Ethernet frame, which includes the IP payload, the IP protocol overhead and the Fast Ethernet overhead.


� In this test the WFQ system is only composed by two queues: the EF queue and the Best-Effort one. The performance of WFQ with a larger number of queues is the subject of future research.


� Since the EF load is constant, by increasing the size of the EF frame we reduce the EF rate, as a consequence the inter-packet gap increases.


� This kind of marking was tested for experimental purposes only. Several packet marking algorithms can be devised depending on the service to be supported and this is subject of future research. For example in each stream packets can be marked with a precedence of DSCP in a range of values depending on the instantaneous rate (RFC 2698) or burst size (RFC 2697).


� In this test RTT is the same for each stream. However, class performance with TCP can be greatly influenced by RTT. The relationship between WRED and RTT is subject of future research.
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